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Abstract. The tiling transformation is one of the most crucial code op-
timization techniques to expose data locality and parallelism. The main
idea is to split the initial iteration space into blocks and traverse them in
a special order. This transformation is parametric and very sensitive to
parameter tuning. Poor parameter tuning can lead to much lower perfor-
mance than the initial code. Existing state-of-the-art solutions consider
a restricted list of parameters to handle this issue and guarantee safe
solutions.

Our work proposes solutions that go beyond current state-of-the-art tech-
niques and gain additional speedup considering a larger set of options for
tiling. Our approach is based on Machine Learning methods and auto-
matically derives heuristics to tune tiling parameters. We can predict: 1)
the optimal partitioning matrix of the iteration space 2) the tile sizes, 3)
the optimal directions for scanning inter-tiles, 4) the optimal directions
for scanning intra-tile elements. The optimal selection of these parame-
ters is crucial especially for programs that have data dependencies.

We introduce sets of features that feed our models in their predictions.
The first set encodes data dependencies, the second one captures the
level of parallelism and data locality in a code. The third one aggregates
information about the iteration space.

Our approach surpasses existing feature spaces for tiling parameters pre-
diction. Moreover, it could be used in conjunction with auto-tuners to
iterate through the iterative search.

Keywords: code optimization, compilation, source-to-source transforma-
tions, machine learning, loop tiling, data-dependencies, feature space de-
sign

1 Introduction

The loop tiling transformation is considered to be one of the more complex
code transformations. Its application can provide significant execution time gains
because it allows targeting different memory levels including cache levels. Loop
tiling depends on data dependencies and impacts many code aspects such as the
temporal and spatial locality of data, the parallelism.
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Many factors explain the complexity of predicting the tiling parameters in-
cluding the large space of possible solutions. Typically, researchers only predict
the sizes of rectangular tiled shapes. In addition to tile sizes, our work investi-
gates the profitability of choosing different tile shapes and tile scanning directions
for code generation. These options are poorly reflected in existing state-of-the-art
solutions, but can potentially provide significant performance gains. We classify
the methods of parameter selection for code transformations as:

– Analytical models derived by an expert [5], [6], [22], [23] [13], [17], [10], [28],
[8]

– Iterative auto-tuners [24], [25], [19], [9], [2], [20], [12]
– Static analytical models derived by Machine Learning algorithms [29], [15],
[21], [16]

Analytical models derived by experts provide correct solutions but are more
difficult to implement than the others because they must be adapted very pre-
cisely for each parameters to the target machine. Increasing the set of parameters
degrades the quality and stability of these solutions. This is also the case with
auto-tuners, moreover, the search time increases in proportion to the size of
search parameters. Our study focuses on the third approach.

This paper is organized as follows. Section 2 introduces the context of tiling
transformation and its parameters. Section 3 presents the proposed features
that would be used for ML modelling. Section 4 highlights our experiments in
Machine Learning modelling. It contains steps like synthetic data generation,
model training and model evaluation.

2 Loop Tiling Parameters

The potential performance that you can get by applying loop tiling depends
on the choice of the loop tiling parameters but also on the quality of the code
generated after tiling. Indeed, once the tile parameters have been chosen, there
are several possible execution paths to generate the tiled code which respect the
semantics of the initial program. The questions of the choice of the directions for
scanning the tiles and the ordering of the computational iterations in the tiles
arise.

This section introduces important criteria: parameters and code generation
options that have an impact on the loop tiling transformation performance.

2.1 Kernels of interest

Our methodology allows optimizing kernels with any kind of loops.
But the highest performance gain could be achieved for kernels with constant

data dependencies. It is intuitive since some options to optimize tiling parameters
rely on the fact that dependencies exist. Hence, for this case, we have a more
restricted set of optimizations and less potential benefit.
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Thus, this paper takes place in the context of kernels with constant data
dependencies. The methodology could be applied to a kernel of any kind. But
we conclude that more effective code is generated under this context.

2.2 Scanning directions for tiles and its elements

The loop tiling transformation implies the partitioning of the iteration space
into blocks according to the chosen partitioning matrix [11]. However, the order
in which the blocks are traversed is not unique. Data dependencies define the
correctness of execution (block traversal). Likewise, the order of traversal of the
points inside the block is not unique. Since several possibilities are possible, we
can consider this choice as a parameter to predict.

Fig. 1: Inter-tile scanning

Fig. 2: Intra-tile scanning

PIPS compiler [18] offers nine possible choices for generating tiled code. It is
a combination of the three possible choices for scanning the tiles and the three
for scanning the elements inside the tiles.

Figure 1 illustrates one possible way of scanning the tiles of the computational
domain according to its data dependency vectors. Let us define d1 and d2 as the
extreme rays of the dependence cone which summarizes the set of dependencies of
the computational kernel [27]. The red vector represents their sum (the sequential
hyperplane direction), the blue vector is perpendicular to the red vector and
represents a potential parallel direction [14]. The red and blue vectors describe a
possible basis of scanning the tiles that we refer to as TParallel tile direction. The
sequential hyperplane direction carries all dependencies, while blocks along the
parallel direction can be executed concurrently. So, the sequence of blocks 1-4-



4 M. Berezov et al.

2-7-5-3-8-6-9 represents a legal execution if we apply TParallel scanning; among
others blocks 3-5-7 can be run in parallel.

The second possible choice for the directions scanning tiles is named TShape.
Its scanning directions are parallel to the partitioning vectors of the tiling shape
(rectangular shape in this case). Thus the sequence of blocks 1-2-3-4-5-6-7-8-9 is
an example of legal execution in this case. The third possible scanning direction
TInitial corresponds to the initial iteration space and matches the second case
for a rectangular shape.

We use the same strategy to define possible scanning directions for the ele-
ments inside each tile:

– LInitial: relative to the initial basis,
– LParallel: corresponding to the hyperplane sequential direction and its rela-
tive orthogonal vector,

– LShape: relative to the partitioning vector directions.

Figure 2 illustrates scanning directions for inter tile. The same idea of possible
scanning vectors is applied here.

In the general case, we have nine combinations of scanning directions. How-
ever, some of them may not be legal due to data dependencies.

2.3 Data Dependence Abstraction for Tiling

The second concept that we would like to introduce is the abstraction used to
encode dependencies. Yang et al. [27] have defined the minimal abstraction for
a loop transformation. The dependence cone turned out to be the minimal ab-
straction to legally apply the tiling transformation, which means that among
the studied abstractions, it is the smallest abstraction which is enough precise
to check whether the transformation is legal. In our study, we encode this ab-
straction to a feature vector for Machine Learning issues. The dependence cone
is the convex hull of the set of points that are positive linear combination of
dependence distance vectors. More formally, the dependence cone is defined as
DC(L) = {v =

∑k
i=1 λidi ∈ Zn|di ∈ D(L), λi ≥ 0,

∑k
i=1 λi ≥ 1}, where D(L) is

the set of all distance vectors di in loop nest L.
Figure 3 shows an example of dependence cone for a code with d1, d2, d3

dependence vectors. Note, that vectors d3 and d1 form the extreme rays of this
cone.

2.4 Tiling sizes

The right choice of the tiling sizes is a crucial component of the tiling transfor-
mation. Large tile sizes can result in a large number of slow high-level caches
uses. In contrast small tiles may not fully benefit from improved data locality.

The selection of tile size is a complex problem that depends on many criteria
such as the application, the architecture, the cache hierarchy. In our study, we
only vary the application characteristics such as the size of the iteration do-
main, the access functions for array elements, and the data dependencies. The
architecture is fixed.
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Fig. 3: Dependence cone

2.5 Parallel code generation

After applying tiling and exploiting parallelism in the nest of loops, several loops
can be parallelized. In OpenMP, it is not beneficial to generate several levels of
parallel loops because the creation of new parallel threads in threads has an
additional cost. It is more efficient to keep a single parallel loop externally and
a vector loop internally.

The choice of which parallel loop to keep when there are several possible is
tricky. We must take into account the number of iterations of these loops; it must
be greater than the number np of processors and be a multiple of it, if possible,
to take full advantage of the potential number of architectural parallelism. The
outermost loop should be preferred for GPU or coarse grain architectures.

In the framework of this study, we exploit the parallelism of loops by gener-
ating OpenMP parallel directives for the outermost parallel loop and OpenMP
vectorial directives for the innermost loop if it is parallel.

The number of threads has been chosen to use the maximum number of
parallel cores available and multi-threading when possible.

3 Feature space design

Machine Learning techniques draw conclusions based on some characteristics of
a phenomenon under consideration. Usually, it is a vector of fixed size, and each
value represents relevant properties of the phenomenon [4]. A choice of irrelevant
features implies that the characteristics of the phenomenon are not sufficiently
represented. Machine Learning algorithms cannot generalize based on them. It
would lead to unsatisfactory results and poor performance. Therefore, the design
of a suitable function space comes to the fore.

We distinguish two main concepts which are crucial for the selection of tiling
parameters. These are 1) the data dependencies, 2) the array access functions,
and information about the iteration domain. Data dependencies define the le-
gality of the tiling and motivate the use of different scanning directions [1].
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Array access functions associated with the iteration domain characterize the
spatial and temporal data locality and the parallelization/vectorization oppor-
tunities [29], [15]. Array access functions are important criteria to choose the
correct tile sizes.

3.1 Encoding of dependencies

Encoding dependencies is not an easy task. The main problem is that although
the concept of data dependencies is well-defined, they can be represented or ap-
proximated in many ways. Moreover, the information about data dependencies
needs to be transferred to a vector of a fixed size for ML purposes. To find the
proper level of abstraction, we investigate research about the suitable abstrac-
tions for data dependencies to apply tiling.

Abstractions to encode data dependencies in our ML model We use three ab-
stractions to encode the data dependency information. We illustrate them in the
example of Listing 1.1.

Listing 1.1: Original code

1 for ( int i = 2; i < 1022; i ++)
2 for ( int j = 2; j < 510; j ++)
3 A[i][j] = A[i-2][j-1] + A[i-1][j-1] + A[i-1][j-2];

1 - Dependence cone The dependence cone is the minimal abstraction to verify
the legality of the loop tiling application. The dependence cone can be repre-
sented as a set of extreme rays. The first abstraction encodes the areas of the
iteration space where we observe these extreme rays. For each extreme ray, we
compute its angle with the x-axis in degrees. Here, x represents the first dimen-
sion of the dependency vector.

Our abstraction to encode the information on the extreme rays is a vector of
fixed size (8 for 2-dimensional iteration domain). Let’s describe the elements of
the vector from 0 to 7. The i-th element of this vector gives how many extreme
rays of the dependence cone form the angle θ with the x-axis, such as θ ∈ [45×
i; 45 × (i+1)).

The mapping function for 3-dimensional iteration domains is pretty similar,
except that it goes through the coordinates of two polar angles for the depen-
dency vectors instead of one. The vector summing these types of vectors is of
size 32 (c.f. section 3.3).

2 - Summation vector The second abstraction related to the data dependen-
cies is a vector which is the sum of all data dependency vectors. We extract
a unique value - the angle of this vector with the x-axis. This information is
required because this vector is used as a basis vector for some scanning direc-
tions (TParallel and LParallel directions). In the example 1.1, the sum of three
dependence vectors results in vector (4,4), which makes an angle of 45 degrees
with the x-axis.
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Fig. 4: Encoding of the extreme rays

3 - Encoding of uniform data-dependencies In the same way, we encode the
extreme rays 3.1, we encode the uniform data dependence vectors. Our abstrac-
tion to encode the information on the uniform dependencies is a vector of fixed
size (8 for 2 dimension iteration domain). The i-th element of this vector gives
how many uniform data dependencies form the angle θ with the x-axis, such as
θ ∈ [45× i; 45 × (i+1)).

This vector for listing 1.1 equals [1,2,0,0,0,0,0,0].

3.2 Encoding of the iteration domain

The iteration domain can have an impact on the prediction of all the parameters
considered. We propose to encode it with two simple features: 1) the number of
iterations for each loop and their total 2) the presence of constant loop bounds
for all loops.

The first feature vector is a vector of the size that equals the number of
nested loops + 1. The first value represents the number of iterations for the
first nested loop (NaN, if it is unknown, e.g. variables of functions), the second
value represents the number of iterations for the second nested loop, etc. The
last value represents the total number of iterations for the loop nest. This vector
for listing 1.1 equals [1020, 508, 518160].

The second feature vector is a vector of the size that equals the number of
nested loops. The first value represents the presence of constant loop bound (1)
or their absence (0) for the first nested loop, etc. This vector for listing 1.1 equals
[1,1] since the loop bounds are constant.

3.3 Generalization for 3-D case

In the proposed encoding of the dependence cone, data dependencies can be
easily generalized for 3-D tiling and for higher dimensions. Let θ be the angle
between a data-dependence vector/extreme ray of a dependence cone and the
Z-axis. And ϕ is the angle between the projection of the same data-dependence
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vector/extreme ray to the XY plane and X-axis. Let V denotes the vector, which
contains all the subareas of 3-D space to be encoded. V =

〈
v1 v2 ... vK

〉
where vi is a particular subarea of 3-D space, i ≤ K, K is the number

of chosen subareas of 3-D space (e.g. we have experimented that 32 is a good
choice). Then we can define the mapping function that assigns the subarea of
the 3-D space to each value of θ and ϕ angles. Actually, this mapping function
could be considered as the mapping from polar coordinates to the subareas of
3-D space.

f(x) :< ϕ, θ >→ vi ∈ V

In the 3-D case, we need also two angles θ and ϕ to encode the information
about the summation vector.

3.4 Encoding of array accesses

There is a bunch of research investigating the proper encoding of array accesses.

Yuki et al. [29] investigate the problem of automatic tiling selection using
machine learning approaches. The authors consider cubic tiling on three nested
loops with 2D data. They describe each loop according to the references inside
the arrays. Liu et al. [15] propose a slightly similar approach. In the context of
this paper, we use the concatenation of two vectors to properly encode the array
accesses.

4 Machine Learning modeling

Our methodology is presented in Figure 5. It consists of four main steps: feature
extraction, synthetic data generation, data labeling, machine learning pipeline
and code generation process.

Fig. 5: Methodology
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4.1 Data collection

We used the code generator [3] to generate around 1100 synthetic kernels. The
main concept that we targeted during the generation was the creation of uniform
data dependencies. The generated programs had from 1 to 5 true uniform data
dependencies (constant write-before-read dependencies). We tried to generate
kernels with the most different possible dependence cones. The methodology
was to generate kernels whose second outermost loop could be parallel after the
tiling transformation.

Autotuning process We used LOCUS Autotuner [24] to label the data for two
different settings. First, we asked the Autotuner to find the optimal combination
of parameters for the square tiling considering 4 different scanning directions:
TI-LI, TI-LP, TP-LI, and TP-LP. TS and LS scanning directions are respectively
identical to TI and LI in the case of square tiling. Second, we asked the Autotuner
to tune the same kernel with diamond tiling considering 9 possible scanning
directions. Scanning directions related to the partitioning shape (TS, LS) have
been added for -Intra and -inter tiles. That gives 9 combinations in total. All the
collected executions and corresponding execution times were collected for the
learning process. Note that not all of these 9 combinations could be legal, so we
check the legality and skip not legal executions.

4.2 ML modelling

We have an imbalance in our classes. The original tiling shape and scanning
are the best options in almost 80% of cases. Hence, we think it reasonable to
create a two-stage ML model that would consist of two parts. The first model
will predict whether we consider only the original tile settings or the extended
settings, the best option for the given code. The second model will predict the
tile sizes if the answer is positive (not profitable for extended settings), or all
the parameters for a given kernel (tiling shape+scanning directions+ tile size)
otherwise. The pipeline is illustrated in Figure 6.

Fig. 6: Prediction pipeline

Our first-step model is a binary classification model. It takes the input fea-
tures presented in section 3 and predicts whether this kernel is potentially a
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good candidate for restricted parameters of tiling or not (extended parameters).
We do modeling using the stacked classifier. We use Logistic regression [26] as a
meta-classifier to aggregate the predictions.

Train/test split We evaluated the model on the test set. These kernels were not
involved in the training phase. Kernels from the train set were involved in the
training of all models in this subsection. The train/Test split ratio is 0.85/0.15
with the same class balance of the minority class in both splits.

Model evaluation We face a problem of imbalanced classification. We consider it
reasonable to use the ROC-AUC score to evaluate the quality of the predictions.
The ROC-AUC curve is a graph showing the performance of a classification
model at all classification thresholds. We achieved a ROC-AUC score of 0.9, we
conclude that our model has a good generalization ability to distinguish whether
a kernel benefits from extended tiling parameters or not.

Second-step models We distinguish two models for the second step prediction.
If the data sample was marked as beneficial for the extended tiling parameters
then we predict the tile shape, scanning directions, and tile size. Otherwise, we
only predict tile sizes. We consider it as a regression problem that predicts the
speedup and we sample the best parameters that maximize the speedup for the
prediction. We used single CatBoost [7] to handle this task.

Our approach to predict (tile sizes or shapes/scanning directions/tile size) is
presented in Figure 7. The idea is to predict the speedup for a given code based on
shapes/scanning directions/tile size and a feature vector. We sample all possible
code parameters for a given kernel and predict the speedup for each parameter.
We select the parameters with the highest predicted speedup. It should be noted
that the speedup we predict cannot be used as an accurate estimate of the real
speedup. There are many different factors that impact the speedup and we do
not take them into account, but the predicted ”speedup” helps differentiate the
impact of the tiling parameters on real speedup. This approximation helps to
choose the more appropriate combinations of parameters.

Evaluation of the results We propose the following method for the evaluation of
our model. Firstly, we get predictions for the kernels from the test set that ben-
efit from advanced tiling. Second, we generate optimized code according to the
predicted tiling parameters. Finally, we measure the average absolute speedup
of the mentioned above kernels.

We perform the same procedure for our two-stage pipeline and ”simpler”
ML model that predicts only cubic tile sizes. Both models were trained on the
same dataset. The comparison of these two models helps us to understand how
much performance gain we achieve if we increase the complexity of our model
(predicted parameters). It is not always true that the increase in complexity
leads to an increase in performance.
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Fig. 7: Tile size prediction based on speedup prediction pipeline

Figure 8 shows the comparison of our approach and the ”simpler” model.
The average absolute speedup was normalized by the performance of the ”sim-
pler” model. This experiment shows that our methodology could bring up to 5%
speedup for the kernels that benefit from it. The increase in model complexity
leads to a gain in performance.

The relative speedup for these kernels is about 84% (out of the theoretical
maximum). It is the ratio of the speedup that we archived with our method
(one-shot prediction) to the speedup that was found by the LOCUS autotuner
during the exhaustive search.

Fig. 8: Acceleration of classical pipeline

Experimental setup The experiments were run on Intel® Core™ i7-8650U 4C/4T
@1.90GHz with capacity caches of L1: 32KB, L2: 256KB, L3: 8192KB and 32GB



12 M. Berezov et al.

DDR4 DIMM RAM, Phys. cores: 4, Compiler: GCC 5.4.0, Number of iterations
per dimension in the test set: 1024, Number of Threads: 4, Opt. level: -O3

5 Concussion and Future Work

This paper presents a methodology to predict the optimal parameters for loop
tiling transformation. We do not limit our predictions just with tile size but
consider extended set of parameters. It helps to archive up to 5% of additional
absolute two dimensional loops.

Our second contribution concerns the design of the feature space for the
tiling prediction problem using Machine Learning. We propose different sets
of features. They encode data dependencies, iteration domain and information
about data locality and parallelism in the initial code. To our knowledge, our
study is the first to use explicit information about data dependencies for tiling
parameter prediction.

Our future work concerns the improvement of the training/validation sets.
Our methodology supports the usage of tiling of arbitrary perfectly-nested loop-
nests, but training data contains just 2-dimensional loops. Moreover, we used
synthetically generated kernels for model evaluation. Collection of a large bench-
mark of real-worlds kernels would make our results more reliable. Also, we would
like to perform our experiments on different architectures (GPU, other CPUs)
and build the architecture-dependent model. It would use architecture-dependent
features (e.g. memory hierarchy features) to be able to generalize across different
architectures. The model presented does not benefit from these features because
the experiments were performed on one architecture.
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